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Problem and Data 

Our task for this project is to classify images as one 
of 20 given classes, and we aim to compare the 
performance of various models on our dataset. 

The provided dataset consists of a training set with 
1501 labelled images and a testing set with 716 
unlabelled images. Each class in the training set 
varies in size from 50 to 150 images. Each image is 
represented as a 3-d array, each dimension 
corresponding to row pixel, column pixel and the 
color channel. 

 

Exploratory Data Analysis and Data Cleaning 

We first show three pictures from the image dataset. 
We can have a glimpse of that the image size, pixel 
intensities, and the ratio of the image are 
dramatically different. We should definitely 
leverage on these facts. 

We rendered an EDA process as the project 
instruction suggests. We first did an EDA on the 
class frequency. From the visualization above, we 
observe that "gorilla", "leopards" and "penguin" has 
a significantly larger image set. 

 

 

 

 
 
* The authors contributed equally to this project. 

 

We then dive into the analysis of image size. We 
first single out four classes to get an immediate look 
of the size distribution. We see that the distributions 
of the four classes’s image sizes are dramatically 
different.  

 

We then plot the boxplot and single out the outliers. 
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We clean the data by getting rid of the image sizes 
larger than 5000000. Below is the new plot for 
cleaned data. Looks much better! 

 

We also notice that the picture set of "airplanes", 
"kangaroo", and "leopard" all have a small amount 
of image size. We can leverage on this during our 
procedure of data training. Below we do some 
further data analysis to help our feature selection. 
Since these three sets have a special small image 
size, we can set the cut off at 300000 and train the 
data separately to gain a higher accuracy as we did 
in project 3. 

Last but not least, we check the pixel intensity and 
we can see that the pixel intensity is significantly 
less than the others. Further implementation can be 
used in the This step marks the end of our EDA.

 

 

Features 

We have created 17 features in total including: 

- Image size 
- Pixel intensity of each color channel 
- Standard deviation of pixel intensity of each 

color channel 
- The rank of each color channel matrix 
- Standard deviation of the image grey-scale 

intensity 
- The “colorfulness” of the image1 

- The number of blobs in gray-scaled image2 

- The normalized color histogram of each 
color channel3 

An interesting feature is the colorfulness of an 
image, which we found in a research paper1. The 
algorithm described in the paper compares the 
differences of each color channel and outputs a 
single number as the “colorfulness” metric. 

Another interesting feature is the rank of each color 
channel of an image. Intuitively such complicated 
images should be full-rank, but in reality we found 
that some images have rows/columns that are 
heavily linearly dependent. We think the rank has to 
do with the similarity across an image vertically or 
horizontally, which can help our model to decide 
the class label. 

One candidate feature we end up discarding is the 
matrix output from edge detection. We planned to 
flatten the matrix as a group of features, but we 
found: 1) the edge-detection process was slow 2) 
the resulting features did not improve the accuracy 
across models 3) we can hardly interpret the 
meaning of those features. So we decided that edge 
detection was cost-inefficient for our models. 

Models 

I. Logistic Regression 
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Since we have twenty classes in total, logistic 
regression predicts the probability of the data from 
each class and classifies it as the class with the 
largest probability. The classifier with default 
values already had a high validation accuracy 0.419. 
To avoid overfitting, we then performed recursive 
feature elimination with cross validation and got the 
result that all the features were estimated the best. 
With all features in the dataset, we found when 
regularization term equals 0.508, the validation 
accuracy is the highest, 0.426. 

 

Figure: validation accuracy its maximal value(red 
dot) on all images when tuning regularization term 
values in KNN classifier. 

From the result of EDA, we saw a large difference 
between the sizes of images in some classes, like 
"airplanes", "kangaroo", and "leopard", from those 
of the others. Thus, we trained a classifier with 
image size smaller than 300000, and another for the 
rest of them. The validation accuracy was 0.512 on 
small size images and 0.352 on large size images. 
These led to an average of 0.443 and an 
improvement on the model. 

Logistic regression provides a good result but it also 
has some limitations. Since it uses linear model to 
compute the probability, it can’t solve nonlinear 
problems.  

II. K-Nearest Neighbors 

K-Nearest Neighbors (KNN) classifier classifies the 
data with the class that appears most frequently 
among the k nearest neighbors of that point. We 
chose k equals eleven, which provides highest 
validation accuracy, 0.243. 

 

Figure: validation accuracy and its maximal 
value(red dot) on all images when tuning k values 

in KNN classifier. 

We also tried to fit KNN on small images and large 
images separately, but it still performed poorly 
especially on large images, and then drove to an 
average 0.252 validation accuracy. 

 

Figure: validation accuracy and training accuracy 
on large images when tuning k values in KNN 

classifier. 

The reason that KNN doesn’t work well on our data 
set might be that the distance between the feature 
values of images is not a good indicator of the 
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similarity of images since different features have 
different ranges of their values.  

III. Random Forest 

Random Forest constructs predictions by picking 
the classification appears most frequently in the 
results from multiple decision trees. Combining the 
ranks of each feature we got from recursive feature 
elimination with cross validation and the trained 
random  forest with different maximal depth values, 
we get validation accuracy as followed.  

 

Figure: validation accuracy on the whole data set 
when selecting features and tuning maximal depth 

value in Random Forest classifier. 

From the graph, we picked to contain 12 features, 
which were ranked top 2, including 'size', 'red_avg', 
'aspectratio', 'green_avg', 'blue_avg', 'blue_std', 
'colorful', and the value of the fourth bin in red 
channel, first, second and fourth bin in green 
channel and fourth bin in blue channel in the color 
histogram. Thirteen is picked as the maximal depth 
value, which showed the highest validation 
accuracy 0.409. 

Even though random forest has a high time 
complexity, it provides a result with high validation 
accuracy.  

IV. Classification Tree 

Classification tree constructs a tree-like model to 
separate data into different leaves with the feature 
values and classifies the data based on all the data in 
the same leaves. We then tuned the maximal depth 

and found that when the depth is limited to 14 and 
yield a validation accuracy 0.351. 

 

Figure: validation accuracy and training accuracy 
on large images when tuning maximal depth value 

in Decision Tree classifier. 

Decision Tree also suffers the disadvantages of 
instability, since the classifier can change a lot once 
the data has some slight changes. 

 

V. Support Vector Machine 

Support Vector Machine (SVM) classifier tried to 
use a function kernel to separate data in different 
classes and maximize the functional margin. We 
first tried SVM with linear kernel as its performance 
would in theory be at least as good as the linear 
regressor. However, the linear kernel was taking a 
very long time, so we switched to rbf kernel and its 
performance was below our expectations. Even 
though we tried multiple tolerance values on SVM, 
the maximal validation accuracy is still 0.203. 
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Figure: validation accuracy and training accuracy 
on whole data set when tuning tolerance value in 

SVM classifier. 

We also tried tune regularization parameter, but the 
model was not improved. 

The disadvantage of SVM is that the runtime is 
large for some kernels, and it easily overfits. 

 

 

VI. Convolutional Neural Network 

To further enhance our data analysis ability 
coming out of Data200, we have 
implemented a convolutional neural network 
(CNN). The architecture consists of: 

- 2-d convolutional layer of 5 3 3×  
filters 

- Max-pooling layer 
- 2-d convolutional layer of 5 3 3×  

filters 
- Max-pooling layer 
- Fully connected layer 

 Considering the small size of our dataset, 
we use a simple architecture (small number 
of filters, layers and units) to avoid 
overfitting. The model is trained for 5 
epochs, each consisting of 2,000 steps and it 
outperforms other models significantly. For 
the training and validation data, we split the 
given training set again into “training” and 
“validation” sets. 

 

 

Comparison 
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Model Logistic 
Regression 

K-Nearest 
Neighbor 

Classificati
on Tree 

Random 
Forest 

SVM CNN 

Training 
Accuracy 

0.431 0.316 0.756 0.992 1.0 0.656 

Validation 
Accuracy 

0.443 0.252 0.351 0.409 0.203 0.529 

Advantage Does not 
require 

hyperpara
meter 
tuning, 

Robust to 
noisy data 
or large 
datasets 

Easily 
overfits 

Can be 
hard to 

interpret 

Should be 
effective in 
higher-dim

ensional 
space 

Higher 
accuracy 



 

From the above table, we can see that the training 
accuracy and validation accuracy of logistic 
regression classifier are pretty close, but there are 
big gaps between those of classification tree, 
random forest and SVM classifiers.  

Among all the models we used except CNN, 
logistic regression performs the best on the 
validation set.  

 

Future work 

We trained our CNN on the given dataset as-is, but 
we would like to make our CNN more robust to 
rotation and scaling in the real world. By 
augmenting the dataset with rotation and scaling of 
each image, we ideally will yield higher accuracy 
with the same network architecture. 
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